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CONSCIOUSNESS 

IMAGINED 

1. IMAGINING A CONSCIOUS ROBOT 

The phenomena of human consciousness have been explained in 
the preceding chapters in terms of the operations of a virtual machine," 
a sort of evolved (and evolving) computer program that shapes the 
activities of the brain. There is no Cartesian Theater; there are just 
Multiple Drafts composed by processes of content fixation playing var- 

ious semi-independent roles in the brain's larger economy of controlling 
a human body's Journey through life. The astonishingly persistent con- 
viction that there is a Cartesian Theater is the result of a variety of 

cognitive illusions that have now been exposed and explained. 
"Qualia" have been replaced by complex dispositional states of the 
brain, and the self (otherwise known as the Audience in the Cartesian 
Theater, the Central Meaner, or the Witness) turns out to be a valuable 
abstraction, a theorist's fiction rather than an internal observer or boss. 

if the self is "just" the Center of Narrative Gravity, and if all the 
phenomena of human consciousness are explicable as "just" the activ- 
ities of a virtual machine realized in the astronomically adjustable con- 
nections of a human brain, then, in principle, a suitably "programmed" 
robot, with a silicon-based computer brain, would be conscious, would 
have a self. More aptly, there would be a conscious self whose body 
was the robot and whose brain was the computer. This implication of 

my theory strikes some people as obvious and unobjectionable. "Of 
course we're machines! We're just very, very complicated, evolved ma- 

chines made of organic molecules instead of metal and silicon, and we 
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are conscious, so there can be conscious machines — us." For these 
readers, this implication was a foregone conclusion. What has proved 
to be interesting to them, I hope, are the variety of unobvious impli- 
cations encountered along the way, in particular those that show how 
much of the commonsense Cartesian picture must be replaced as we 
learn more about the actual machinery of the brain. 

Other people, however, find the implication that there could be, 
in principle, a conscious robot so incredible that it amounts in their 
eyes to the reductio ad absurdum of my theory. A friend of mine once 
responded to my theory with the following heartfelt admission: "But, 
Dan, I just can't imagine a conscious robot!" Some readers may be 
inclined to endorse his claim. They should resist the inclination, for 
he misspoke. His error was simple, but it draws attention to a funda- 
mental confusion blocking progress on understanding consciousness. 
"You know that's false," I replied. "You've often imagined conscious 
robots. It's not that you can't imagine a conscious robot; it's that you 
can't imagine how a robot could be conscious." 

Anyone who has seen R2D2 and C3PO in Star Wars, or listened 
to Hal in 2001, has imagined a conscious robot (or a conscious com- 
puter — whether the system is up-and-about, like R2D2, or bedridden, 
like Hal, is not really that crucial to the task of imagination). It is literally 
child's play to imagine the stream of consciousness of an "inanimate" 
thing. Children do it all the time. Not only do teddy bears have inner 
lives, but so does the Little Engine That Could. Balsam trees stand 
silently in the woods, fearing the woodsman's ax but at the same time 
yearning to become a Christmas tree in some nice warm house, sur- 
rounded by happy children. Children's literature (to say nothing of 
television) is chock full of opportunities to imagine the conscious lives 
of such mere things. The artists who illustrate these fantasies usually 
help the children's imagination by drawing expressive faces on these 
phony agents, but it's not essential. Speaking—as Hal does—will 
serve about as well, in the absence of an expressive face, to secure the 
illusion that there is someone in there, that it is like something to be 
Hal, or a teddy bear, or a choo-choo train. 

That's the rub, of course; These are all illusions — or so it seems. 
There are differences among them. It's obvious that no teddy bear is 
conscious, but it's really not obvious that no robot could be. What is 

obvious is just that it's hard to imagine how they could be. Since my 
friend found it hard to imagine how a robot could be conscious, he was 
reluctant to imagine a robot to be conscious — though he could easily 
have done so. There is all the difference in the world between these 
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two feats of imagination, but people tend to confuse them. It is indeed 
mind-bogglingly difficult to imagine how the computer-brain of a robot 
could support consciousness. How could a complicated slew of infor- 
mation-processing events in a bunch of silicon chips amount to con- 
scious experiences? But it's just as difficult to imagine how an organic 
human brain could support consciousness. How could a complicated 
slew of electrochemical interactions between billions of neurons 
amount to conscious experiences? And yet we readily imagine human 
beings to be conscious, even if we still can't imagine how this could 
be. 

How could the brain be the seat of consciousness? This has usually 
been treated as a rhetorical question by philosophers, suggesting that 
an answer to it would be quite beyond human comprehension. A pri- 
mary goal of this book has been to demolish that presumption. I have 
argued that you can imagine how all that complicated slew of activity 
in the brain amounts to conscious experience. My argument is straight- 
forward: I have shown you how to do it. It turns out that the way to 
imagine this is to think of the brain as a computer of sorts. The concepts 
of computer science provide the crutches of imagination we need if we 
are to stumble across the terra incognita between our phenomenology 
as we know it by "introspection" and our brains as science reveals 
them to us. By thinking of our brains as information-processing systems, 
we can gradually dispel the fog and pick our way across the great divide, 
discovering how it might be that our brains produce all the phenomena. 
There are many treacherous pitfalls to avoid — such inviting dead ends 
as the Central Meaner, "filling in," and "qualia," for instance — and 
no doubt there are still some residual confusions and outright errors 
in the sketch I have provided, but at least we can now see what a path 
would be like. 

Some philosophers have declared, however, that crossing this di- 
vide is strictly impossible. Thomas Nagel (1974, 1986) has claimed that 
there is no getting to the subjective level of phenomenology from the 
objective level of physiology. More recently Cohn McGinn has claimed 
that consciousness has a "hidden structure" that lies beyond both phe- 
nomenology and physiology, and while this hidden structure could 
bridge the gap, it is probably forever inaccessible to us. 

The kind of hidden structure I envisage would lie at neither of 
the levels suggested by Nagel: it would be situated somewhere 
between them. Neither phenomenological nor physical, this me- 
diating level would not (by definition) be fashioned on the model 
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of either side of the divide, and hence would not find itself unable 
to reach out to the other side. Its characterization would call for 
radical conceptual innovation (which I have argued is probably 
beyond us). [McGinn, 1991, pp. 102—103] 

The "software' or "virtual machine" level of description I have 
exploited in this book is exactly the sort of mediating level McGinn 
describes: not explicitly physiological or mechanical and yet capable 
of providing the necessary bridges to the brain machinery on the one 
hand, while on the other hand not being explicitly phenomenological 
and yet capable of providing the necessary bridges to the world of 
content, the worlds of (hetero-)phenomenology. We've done it! We have 
imagined how a brain could produce conscious experience. Why does 
McGinn think it is beyond us to engage in this "radical conceptual 
innovation"? Does he subject the various software approaches to the 
mind to a rigorous and detailed analysis that demonstrates their futility? 
No. He doesn't examine them at all. He doesn't even try to imagine the 
intermediate level he posits; he just notes that it seems obvious to him 
that there is nothing to hope for from this quarter. 

This spurious "obviousness" is a great obstacle to progress in 
understanding consciousness. It is the most natural thing in the world 
to think of consciousness as occurring in some sort of Cartesian Theater, 
and to suppose that there is nothing really wrong with thinking this 
way. This seems obvious until you look quite hard at what we might 
learn about the brain's activities, and begin trying to imagine, in detail, 
an alternative model. Then what happens is rather like the effect of 
learning how a stage magician performs a conjuring trick. Once we take 
a serious look backstage, we discover that we didn't actually see what 
we thought we saw onstage. The huge gap between phenomenology 
and physiology shrinks a bit; we see that some of the "obvious" features 
of phenomenology are not real at all: There is no filling in with figment; 
there are no intrinsic qualia; there is no central fount of meaning and 
action; there is no magic place where the understanding happens. In 
fact, there is no Cartesian Theater; the very distinction between onstage 
experiences and backstage processes loses its appeal. We still have 
plenty of amazing phenomena to explain, but a few of the most mind- 
boggling special effects just don't exist at all, and hence require no 
explanation. 

Once we make some progress on the difficult task, imagining how 
a brain produces the phenomena of consciousness, we get to make some 
slight adjustments in the easy task: imagining someone or something 
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to be conscious. We may continue to think of this by positing a stream 
of consciousness of sorts, but we no longer endow that stream with all 

of its traditional properties. Now that the stream of consciousness has 
been reconceived as the operations of a virtual machine realized in the 
brain, it is no longer "obvious" that we are succumbing to an illusion 
when we imagine such a stream occurring in the computer brain of a 

robot, for instance. 
McGinn invites his readers to join him in surrender: It's just im- 

possible to imagine how software could make a robot conscious. Don't 
even try, he says. Other philosophers have fostered this attitude by 

devising thought experiments that "work" precisely because they dis- 
suade the reader from trying to imagine, in detail, how software could 
accomplish this. Curiously, the two best known both involve allusions 
to China: Ned Block's (1978) Chinese Nation and John Searle's (1980, 

1982, 1984, 1988) Chinese Room.1 Both thought experiments rely on 

the same misdirection of imagination, and since Searle's has been the 
more widely discussed, I will concentrate on it. Searle invites us to 

imagine him locked in a room, hand-simulating a giant Al program, 
which putatively understands Chinese. He stipulates that the program 
passes the Turing test, foiling all attempts by human interlocutors to 

distinguish it from a genuine understander of Chinese. It does not fol- 

low, he says, from this merely behavioral indistinguishability that there 
is any genuine understanding of Chinese, or any Chinese consciousness, 
in the Chinese Room. Searle, locked in the room and busily manipu- 
lating the symbol strings of the program according to the program, 
doesn't thereby gain any understanding of Chinese, and there is nothing 
else in the room that understands Chinese either (this is "just obvious," 
as Frank Jackson would say). 

This thought experiment is supposed to prove the impossibility 
of what Searle calls "strong Al," the thesis that "the appropriately 
programmed digital computer with the right inputs and outputs would 
thereby have a mind in exactly the sense that human beings have 
minds" (Searle, 1966a). There has been a huge outpouring of reaction 
to Searle's many versions of this thought experiment over the last dec- 

1. Try to imagine the state of mind of Ji Mu-Mm, my graduate student from Beijing, 

whose introduction to Anglo-American philosophy of mind (while his English was still 

quite rudimentary) was sitting in a seminar where students and professors vigorously 

debated what would be the case if the entire population of China were somehow forced 

to participate in a massive realization of a putatively conscious Al program (Block's 

example) and then went on to discuss, with equal obliviousness to the sensitivities of a 

Chinese observer, Searle's Chinese Room. 
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ade, and while philosophers and others have always found flaws in his 
thought experiment when it is considered as a logical argument,2 it is 
undeniable that its "conclusion' continues to seem "obvious" to many 
people. Why? Because people don't actually imagine the case in the 
detail that it requires. 

Here is an informal experiment that will help us see if my diag- 
nosis is correct. First, let's imagine a brief excerpt from the Chinese 
Room's winning dialogue with the judge in the Turing test. (For con- 
venieiice, I've translated it from Chinese to English.) 

JUDGE: Did you hear about the Irishman who found a magic lamp? 
When he rubbed it a genie appeared and granted him three wishes. 
"I'll have a pint of Guixmess!" the Irishman replied, and imme- 
diately it appeared. The Irishman eagerly set to sipping and then 
gulping, but the level of Guinness in the glass was always magi- 
cally restored. After a while the genie became impatient. "Well, 
what about your second wish?" he asked. Replied the Irishman 
between gulps, "Oh well, I guess I'll have another one of these!" 

CHINESE ROOM: Very funny. No, I hadn't heard it — but you 
know, I find ethnic jokes in bad taste. I laughed in spite of myself, 
but really, I think you should find other topics for us to discuss. 

J: Fair enough, but I told you the joke because I want you to 
explain it to me. 

CR: Boring! You should never explain jokes. 
J: Nevertheless, this is my test question. Can you explain to 

me how and why the joke "works"? 
CR: If you insist. You see, it depends on the assumption that 

the magically refilling glass will go on refilling forever, so the 
Irishman has all the stout he can ever drink. So he hardly has a 
reason for wanting a duplicate, but he is so stupid (that's the part 
I object to) or so besotted by the alcohol, that he doesn't recognize 
this, and so, unthinkingly endorsing his delight with his first wish 
come true, he asks for seconds. These background assumptions 
aren't true, of course, but just part of the ambient lore of joke- 

2. The definitive refutation, still never adequately responded to by Searle, is Doug- 
las Hofstadter's. in Hofstadter and Dennett (1981). pp. 373—382. There have been many 
other incisive criticisms over the years. tn 'Fast Thinking (in Dennett, 1987a), I offered 
a new diagnosis of the sources of confusion in his thought experiment. His response was 
to declare, with no supporting argument, that all its points are irrelevant (Searle. 1988b). 
No conjuror enjoys having his tricks exp'ained to the public, 
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telling, in which we suspend our disbelief in magic, and so forth. 

By the way, we could imagine a somewhat labored continuation 
in which the Irishman turned out to be "right" in his second wish 
after all — perhaps he's planning to throw a big party, and one 
glass won't refill fast enough to satisfy all his thirsty guests (and 
it's no use saving it up in advance — we all know how stale stout 
loses its taste). We tend not to think of such complications, which 
is part of the explanation of why jokes work. Is that enough? 

This conversation is not dazzling, but let's suppose it was good 

enough to fool the judge. Now we are invited to imagine all these 
speeches by CR being composed by the giant program Searle is dili- 
gently hand-simulating. I-lard to imagine? Of course, but since Searle 
stipulates that the program passes the Turing test, and since this level 

of conversational sophistication would surely be within its powers, 

unless we try to imagine the complexities of a program capable of 

generating this sort of conversation, we are not following directions. 

Of course we should also imagine that Searle hasn't any inkling of what 

he is doing in the Chinese Room; he just sees zeros and ones that he 

manipulates according to the progTam. It is important, by the way, that 

Searle invites us to imagine that he manipulates inscrutable Chinese 
characters instead of zeros and ones, for this may lull us into the (un- 

warranted) supposition that the giant program would work by somehow 
simply "matching up" the input Chinese characters with some output 

Chinese characters. No such program would work, of course — do CR's 

speeches in English "match up" with the judge's questions? 

A program that could actually generate CR's speeches in response 
to J's questions might look something like this in action (viewed from 

the virtual-machine level, not from Searle's level). On 

parsing the first words, "Did you hear about some of the program's 

joke-detecting demons were activated, which called up a host of strat- 

egies for dealing with fiction, "second intention" language, and the 
like, so when the words "magic lamp" came to be parsed, the program 

had already put a low priority on responses complaining that there 
were no such things as magic lamps. A variety of standard genie-joke 

narrative frames (Minsky, 1975) or scripts (Schank and Abelson, 1977) 

were activated, creating various expectations for continuations, but 

these were short-circuited, in effect, by the punch line, which invoked 
a more mundane script (the script for "asking for seconds"), and the 
unexpectedness of this was not lost on the program.. . At the same 
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time, demons sensitive to the negative connotations of ethnic-joke- 
telling were also alerted, eventually leading to the second theme of CR's 
first response. . . And so forth, in vastly more detail than I have tried 
to sketch here. 

That fact is that any program that could actually hold up its end 
in the conversation depicted would have to be an extraordinarily sup- 
ple, sophisticated, and multilayered system, brimming with "world 
knowledge" and meta-knowledge and meta-meta-knowledge about its 
own responses, the likely responses of its interlocutor, its own "mo- 
tivations" and the motivations of its interlocutor, and much, much 
more. Searle does not deny that programs can have all this structure, 
of course. He simply discourages us from attending to it. But if we are 
to do a good job imagining the case, we are not only entitled but obliged 
to imagine that the program Searle is hand-simulating has all this struc- 
ture — and more, if only we can imagine it. But then it is no longer 
obvious, I trust, that there is no genuine understanding of the joke going 
on. Maybe the billions of actions of all those highly structured parts 
produce genuine understanding in the system after all. if your response 
to this hypothesis is that you haven't the faintest idea whether there 
would be genuine understanding in such a complex system, that is 
already enough to show that Searles thought experiment depends, il- 
licitly, on your imagining too simple a case, an irrelevant case, and 
drawing the "obvious" conclusion from it. 

Here is how the misdirection occurs. We see clearly enough that 
if there were understanding in such a giant system, it would not be 
Searle's understanding (since he is just a cog in the machinery, obli- 
vious to the context of what he is doing). We also see clearly that there 
is nothing remotely like genuine understanding in any hunk of pro- 
gramming small enough to imagine readily — whatever it is, it's just a 
mindless routine for transforming symbol strings into other symbol 
strings according to some mechanical or syntactical recipe. Then comes 
the suppressed premise: Surely more of the same, no matter how much 
more, would never add up to genuine understanding. But why should 
anyone think this was true? Cartesian dualists would think so, because 
they think that even human brains are unable to accomplish under- 
standing all by themselves; according to the Cartesian view, it takes an 
immaterial soul to pull off the miracle of understanding. If, on the other 
hand, we are materialists who are convinced that one way or another 
our brains are responsible on their own, without miraculous assistance, 
for our understanding, we must admit that genuine understanding is 
somehow achieved by a process composed of interactions between a 
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host of subsystems none of which understand a thing by themselves. 
The argument that begins this little bit of brain activity doesn't un- 
derstand Chinese, and neither does this bigger bit of which it is a 

part is headed for the unwanted conclusion that even the activity 
of the whole brain is insufficient to account for understanding Chinese. 
It is hard to imagine how "just more of the same" could add up to 
understanding, but we have very good reason to believe that it does, 
so in this case, we should try harder, not give up. 

How might we try harder? With the help of some handy concepts: 
the intermediate-level software concepts that were designed by com- 
puter scientists precisely to help us keep track of otherwise unimagin- 
able complexities in large systems. At the intermediate levels we see 
many entities that are quite invisible at more microscopic levels, such 
as the "demons" alluded to above, to which a modicum of quasi- 
understanding is attributed. Then it becomes not so difficult to imagine 
how "more of the same" could amount to genuine understanding. All 
these demons and other entities are organized into a huge system, the 
activities of which organize themselves around its own Center of Nar- 

rative Gravity. Searle, laboring in the Chinese Room, does not under- 
stand Chinese, but he is not alone in the room. There is also the System, 
CR, and it is to that self that we should attribute any understanding of 
the joke. 

This reply to Searle's example is what he calls the Systems Reply. 
It has been the standard reply of people in Al from the earliest outings 
of his thought experiment, more than a decade ago, but it is seldom 
appreciated by people outside of Al. Why not? Probably because they 
haven't learned how to imagine such a system. They just can't imagine 
how understanding could be a property that emerges from lots of dis- 
tributed quasi-understanding in a large system. They certainly can't if 

they don't try, but how could they be helped along on this difficult 
exercise? Is it "cheating" to think of the software as composed of ho- 
munculi who quasi-understand, or is that just the right crutch to help 
the imagination make sense of astronomical complexity? Searle begs 
the question. He invites us to imagine that the giant program consists 
of some simple table-lookup architecture that directly matches Chinese 
character strings to others, as if such a program could stand in, fairly, 
for any program at all. We have no business imagining such a simple 
program and assuming that it is the program Searle is simulating, since 
no such program could produce the sorts of results that would pass the 
Turing test, as advertised. (For a similar move and its rebuttal, see Block, 
1982; and Dennett, 1985). 



440 THE PHILOSOPHICAL PROBLEMS OF CONSCIOUSNESS 

Complexity does matter. if it didn't, there would be a much shorter 
argument against strong Al: "Hey, look at this hand calculator. It doesn't 
understand Chinese, and any conceivable computer is just a giant hand 
calculator, so no computer could understand Chinese. Q.E.D." When 
we factor in the complexity, as we must, we really have to factor it 
in — and not just pretend to factor it in. That is hard to do, but until 
we do, any intuitions we have about what is "obviously" not present 
are not to be trusted. Like Frank Jackson's case of Mary the color sci- 
entist, Searle's thought experiment yields a strong, clear conviction 
only when we fail to follow instructions. These intuition pumps are 
defective; they do not enhance but mislead our imaginations. 

But what, then, of my own intuition pumps? What of Shakey the 
robot, or the CADBLIND Mark II, or the biofeedback-trained blindsight 
patient, for instance? Are they not equally suspect, equally guilty of 
misleading the reader? I've certainly done my best in telling these tales 
to lead your imagination down certain paths, and to keep you from 
bogging down in complexities I deemed unnecessary to the point I was 
attempting to make. There is some asymmetry, however: My intuition 
pumps are, for the most part, intended to help you imagine new pos- 
sibilities, not convince you that certain prospects are impossible. There 
are exceptions. My variation on the brain in the vat that opened the 
book was designed to impress on you the impossibility of certain sorts 
of deception, and some of the thought experiments in chapter 5 were 
intended to show that, unless there were a Cartesian Theater, there 
could not be a fact of the matter distinguishing Orwellian from Stalin- 
esque content revisions. These thought experiments proceeded, how- 
ever, by heightening the vividness for the "opposition"; the examples 
of the woman in the hat at the party and the long-haired woman with 
glasses, for instance, were designed to sharpen the very intuition I then 
sought to discredit by argument. 

Still, let the reader beware: My intuition pumps, like anyone else's, 
are not the straightforward demonstrations they may seem to be; they 
are more art than science. (For further warnings about philosophers' 
thought experiments, see Wilkes, 1988.) If they help us conceive of new 
possibilities, which we can then confirm by more systematic methods, 
that is an achievement; if they lure us down the primrose path, that is 
a pity. Even good tools can be misused, and like any other workers, we 
will do better if we understand how our tools work. 




